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S1 Information criteria for model comparison

The use of information criteria, in particular the WIC (Ishiguro et al., 1991), plays a key role in the
paper. Although the basic AIC
AIC = —2log L (By; y) + 2k, (S1)

is widely used, the adjusted version
AIC,q; =2 [— log L (éy; y) + trace (GH_l)} , (S2)

and WIC
WIC = ~2log L (0y;y) +2 [log L (6,5y") —log L (6y-3y)] (S3)

are less familiar. Moreover, much of the associated literature is highly technical, often appealing to
concepts (such as Kullback-Leibler divergence) that are not needed here, or making assumptions that
are not reasonable in the present context (e.g. that the data were generated by one of the candidate
models). Here therefore, we sketch the ideas at a generally applicable level, providing enough detail for

an intuitive justification but avoiding the technicalities needed for full mathematical rigour.

In statistical modelling, a vector y of observed quantities of interest is regarded as the realised value
of a random vector Y with an unknown joint distribution, G say: we write Y ~ G. A collection of
candidate models is typically considered, with the aim of identifying a model that either corresponds to
G or, more realistically, approximates it well. Each candidate itself defines a joint distribution, via an
overall structure along with a collection of parameters specifying its precise form. With GAMLSS for
example, the structure is determined by the distributional family (normal, gamma, binomial etc.) as
well as the choice of covariates and smooth terms; while the parameters include the linear coefficients
(e.g. the {,8(')} in equations (5) and (7) in the main paper) as well as the coefficients of the spline
basis functions used to construct the smooth terms. A candidate model for y is therefore represented
generically as a joint probability density function (or probability mass function) of the form fg(-) where

0 denotes the vector of model parameters.

Given a specified model structure fg(-), the data y are often used to estimate € by minimising some
data-dependent quantity Sy (fg): the resulting estimate is henceforth denoted éy. For example, Sy (fg)
could be a negative log-likelihood or penalised log-likelihood, the negative sign allowing the focus on
minimisation rather than maximisation. Other forms of Sy (-) can also be considered, subject to the
condition that whenever Y ~ G (see above), E[Sy (h)] > E[Sy (g)] where g(-) is the joint density
corresponding to G and h(-) is any other joint density that differs from g(-) on a set of non-zero measure.
Log-likelihoods satisfy this condition, while penalised log-likelihoods with data-dependent smoothing
parameters satisfy it asymptotically (i.e. as the number of informative observations increases) under
some reasonable restrictions on the permitted flexibility of the estimation and on the method of

smoothing parameter selection. The condition ensures that if g(-) does indeed correspond to the



model structure fg(-) for some parameter 6 = 6y, then Sy (fp) is expected to be minimised at 6 = 6y:

formally, 8 is the value of @ minimising the expectation

E[Sy (fo)] = So (fe) , say. (S4)

Moreover, even when g(+) is not in the class of densities of the form fy(-), the value 8y minimising Sy (fg)
can be regarded as defining a best approximation to g(-) within that class. Either way, Sy (fg) is a

function of 8; and the minimiser éy of its empirical analogue Sy ( fg) can be regarded as an estimate of 6.

In practice, it is often necessary to choose among models with different structures — for example,
to decide whether one set of covariates is preferable to another. Such a decision could be made by
considering how well each model structure might generalise beyond the specific data y. The quantity
So ( féy) is one way to measure this: it represents how well the fitted model féy(-) is expected to
perform in relation to other datasets from the distribution G. If the data y can be used to estimate this

“out-of-sample” performance therefore, the model structure with the lowest estimate will be preferred.

A natural estimate of Sy ( fgy) is the observed minimum S, ( féy). However, éy is optimised for the
data y used to construct Sy(-): thus one might reasonably anticipate that S, ( féy) will often be less

than Sy ( féy), and hence over-optimistic as a measure of out-of-sample performance. To compensate

for this, an estimate of the form
Sy(f;,)+ B (S5)

can be used instead, where B is an estimate of
B[S0 (fay) = S ()] - (56)

This expectation is over the distribution, G, of the random vector Y. Sy ( féy> and Sy ( féy) are both
random variables, due to their dependence on 0y which is determined by Y. The distinction is that
So(+) is a fixed function of @ representing out-of-sample performance; whereas the function Sy (-) itself

depends on Y.

If a quantity B can be found with expectation (S6), then (S5) is an unbiased estimator of Sy ( féy).
The usual approach to finding such a B is to rewrite (S6) as

E{|S0 (fa,) — So (fa,)] + S0 (fa,) = Sy (fao)l + |S¥ (fau) =S¥ (fa, )|} (S7)

and to note that in many settings, including (penalised) likelihood-based fitting of GLMs and GAMLSS,
both Sy (fg) and Sy (fg) are twice differentiable with respect to 8. In this case, denote the respective
first and second derivatives by U (8) := 9Sy /00, Uy (8) := 05,/00, H (8) = 9*Sy /0006 and
Hy (0) == 02S,/0000T. Moreover, let G :== E {U (60) [U (00)]T} be the covariance matrix of U (6y).
Then, under general conditions, the approximate expectations of the first and third terms in (S7) are

trace {G [Ho (00)]71} whereas that of the middle term is zero. The derivation makes use of series



expansions, coupled with other approximations that are valid in large samples: see Ishiguro et al.

(1997), for example. Hence (S7) can be approximated as

E [So (féy) — SY (féy)i| ~ trace {G [H() (90)]_1} .

Abbreviating this expression to trace [GH '], it follows that one possibility for the unbiased estimate
(S5) is Sy (f4) + trace [GH !]. In the case where Sy (f;) is a negative log-likelihood, this leads to the
criterion —log L + trace [GH '] which, apart from a factor of 2 which is irrelevant for the purposes
of model comparison, is identical to AIC,q4; as defined in equation (S2). If, in addition, the model is
correctly specified so that fg,(y) = g(y), it can be shown that G = H. In this case, GH ! is the k x k
identity matrix where k is the length of 6, so that trace [GH _1] = k. The corresponding estimate
(S5) is —log L + k which, again apart from the factor of 2, is the usual AIC in which the second term
is usually seen as discouraging the use of over-complex models. The derivation above does not use
notions of model ‘complexity’ directly, however: the second term in the AIC arises essentially because
the estimation of redundant terms in a ‘correct’ model is subject to errors due to sampling variation,
and these errors compromise the out-of-sample performance compared with a model that omits these

terms.

The WIC (S3) takes a different approach to estimating the expectation (S6), by exploiting the bootstrap
principle that a large dataset provides a good empirical estimate of the underlying distribution G.
Therefore, by sampling with replacement from the observed data, mimicking any potential sampling
biases due to missing values as described in Section 3.3.1, a collection {y*} of samples from this
empirical estimate can be obtained. The expectation (S6) is then approximated using the sample means

of the corresponding quantities derived from the bootstrap replicates. Specifically, E [SO ( féy>:| and
E [Sy ( féy)} are approximated as the sample means of the quantities {Sy ( féy*>} and {Sy* ( féy*>}
respectively (based on the development above, E [So ( fgy)} would perhaps be more naturally estimated

as the sample mean of the {Sy* ( féy) }, but this fails for rather subtle reasons as noted by Shibata
(1997): the key point in the WIC definition, however, is that the data used to obtain the parameter
estimates are different from those for which the performance is being assessed). Denoting these sample

means by S, ( Ta *> and Sy» ( fo *) respectively, a bootstrap version of (S5) is therefore
Yy Yy

Sy (féy) +§y (féy*) o gy* (féy*) ’ (88)

The WIC corresponds to the case when Sy(-) has the form —2log L(-;y) so that (S8) yields equation
(S3).



S2 Investigation of spatial intermittence

Spatial dependence in precipitation amounts and intensity is often treated separately, which means
that many methodologies might not be able to systematically produce small rainfall amounts near dry
sites. In contrast, the methodology presented in this paper treats occurrence and amounts dependence

jointly, which means that it might be able to account for this “spatial intermittence'.

In order to investigate this, we focus on ‘partially wet’ days when at least one station recorded rainfall
but the proportion of wet sites did not exceed 50%. Due to the size of the area and the high degree of
spatial dependence found, the remaining stations are expected to record only small rainfall amounts in
the presence of spatial intermittence. We focus on the stations with positive rainfall on these days.
Table S1 shows the probabilities of rainfall not exceeding certain thresholds in the pooled timeseries of
the days considered, thus an estimate of P(Y; < threshold | Y; > 0,day t is partially wet). Furthermore,
the last row reports the unconditional probability of the rainfall amounts falling under the threshold
P(Y; < threshold | Y; > 0), estimated from the observations.

The probability of small rainfall, under certain thresholds, is strongly increased on partially wet days,
compared to the unconditional case. This indicates the presence of “spatial intermittence". This
behaviour is replicated in the simulations from the semiparametric GAMLSS reported in the table
and similar results are also obtained for the other models (not shown). Some deviation can be seen
for the 0.5 and 1.0mm thresholds, however, part of this might be due to rounding effects as the raw
observational data is rounded to the nearest 0.1mm which means that many values in the neighbourhood

of 1.0mm might be rounded down to it.

Overall, it seems that the spatial dependence is able to replicate the dependence between dry sites and

small rainfall amounts to some extent.

Table S1: Estimated probabilities of non-zero rainfall not exceeding certain thresholds on partially
wet days, from the observations and simulations. Last row: estimated non-exceedance probabilities,
unconditionally.

Threshold (mm) 0.1 025 05 1.0 2.0
Observations (%) 10.46 18.22 53.86 76.16 90.61
Simulations (%) 10.07 22.87 40.31 64.53 87.47

Unconditional observations (%) 2.19  3.96 13.88 24.71 40.03




S3 Additional Figures

S3.1 Additional Figures for Section 4.1.
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Figure S1: As Figure 2 but for the parametric GAMLSS.
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Figure S2: As Figure 2 but for the semi-parametric GAM.




S3.2 Additional Figures for Section 4.2
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Figure S3: As Figure 4, but for the month of January.
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Figure 5, but for the catchment average for the parametric models.
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Figure S5: As Figure 5, but for the catchment average for the semi-parametric models.



S3.3 Additional Figures for Section 4.3.

We investigate the spatial dependence in the occurrence for the parametric GAMLSS. The bimodal

structure seems to be well captured by the simulations, similarly to the semi-parametric case.
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Figure S6: As Figure 7 but for the parametric GAMLSS.

S3.4 Additional Figures for Section 4.6
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Figure S7: Estimated bivariate correlations (black) against Matérn covariance fit (red). The shading
corresponds to the weights, proportional to the length of the joint recording period, used in the root
mean squared error fit.

S4 Persistence of dry and wet spells

We compute the persistence of dry and wet spells in the observations and the simulations. As in the

main manuscript, we focus on the 16 stations reporting throughout the entire time period in order to



minimize the influence of missing data on the calculation of return periods. Figures S8, S9 show the
empirical tail probabilities of wet and dry spell lengths for the models and observations, pooled across
stations. The station-wise persistence of dry and wet episodes seems to be well captured by the model

up to fairly large periods of around 30-40 days.
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Figure S8: Empirical probabilities (on a log-scale) of dry and wet period lengths, pooled across stations.
The black line shows the observations and the GLM and parametric GAMLSS are shown in red and
blue, respectively.
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Figure S9: As figure S8 but for the GAM and semi-parametric GAMLSS.
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